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Abstract
The movement of an observer generates a characteristic field of velocity vectors on the retina (Gibson
1950). Because such optic flow-fields are useful for navigation, many theoretical, psychophysical and
physiological studies have addressed the question how egomotion parameters such as direction of head-
ing can be estimated from optic flow. Little is known, however, about the structure of optic flow under
natural conditions. To address this issue, we recorded sequences of panoramic images along accurately
defined paths in a variety of outdoor locations and used these sequences as input to a two-dimensional
array of correlation-based motion detectors (2DMD). We find that (a) motion signal distributions are
sparse and noisy with respect to local motion directions; (b) motion signal distributions contain patches
(motion streaks) which are systematically oriented along the principal flow-field directions; (c) mo-
tion signal distributions show a distinct, dorso-ventral topography, reflecting the distance anisotropy
of terrestrial environments; (d) the spatiotemporal tuning of the local motion detector we used has
little influence on the structure of motion signal distributions, at least for the range of conditions we
tested; and (e) environmental motion is locally noisy throughout the visual field, with little spatial or
temporal correlation; it can therefore be removed by temporal averaging and is largely over-ridden by
image motion caused by observer movement. Our results suggest that spatial or temporal integration
is important to retrieve reliable information on the local direction and size of motion vectors, because
the structure of optic flow is clearly detectable in the temporal average of motion signal distributions.
Egomotion parameters can be reliably retrieved from such averaged distributions under a range of
environmental conditions. These observations raise a number of questions about the role of specific
environmental and computational constraints in the processing of natural optic flow.
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Introduction

Visual motion information is crucial for course control, for obstacle avoidance, for distance
estimation and for the segmentation of complex scenes into discrete surfaces and objects. Ac-
tive locomotion generates large-scale retinal image motion, which contains information both
about observer movement and the three-dimensional layout of the world. The significance of
optic flow-fields was first pointed out by Gibson (1950), who illustrated the principal struc-
ture of dynamic events in the image plane with homogenously distributed velocity vectors.
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The actual structure of motion signal distributions experienced by a visual system under
natural conditions, however, is not only determined by the pattern and type of locomotion,
but also by the specific three-dimensional layout of the local environment, by the distribution
of contrast, by the amount of environmental motion and by the motion detection mecha-
nism itself (e.g., Borst & Egelhaaf 1993; Eckert & Zeil 2001). To understand the design of
neural processing mechanisms underlying flow-field analysis, and in particular the coding
strategies of motion sensitive neurons, we thus need to reconstruct the actual motion signal
distributions which brains have to work with under real-life conditions.

An elaborate theoretical framework has been developed on how to extract egomotion
parameters from optic flow by making use of its principal and invariant structure (e.g.,
Longuet-Higgins & Prazdny 1980; Koenderink & Van Doorn 1987; Perrone 1992; Fleet
& Langley 1995; Dahmen et al. 1997; Lappe 2000). In most cases, however, it is implic-
itly assumed that local motion signals are veridical, homogenously or at least densely dis-
tributed, and carry true velocity information. Also, motion sensitive, optic flow processing
neurones in the visual systems of both invertebrates (e.g., Hausen & Egelhaaf 1989; Egel-
haaf 1991; Krapp & Hengstenberg 1996; O’Carroll et al. 1996) and vertebrates (e.g., Orban
et al. 1992; Wylie et al. 1993; Raffi & Siegel 2004) are usually investigated with coherent,
densely distributed motion stimuli. So far, we have no precise understanding of what kind
of motion signal distributions visual systems are confronted with in a normal ecological and
behavioural context. Only very recently have attempts been made to reconstruct the sensory
input animals obtain in their natural environments (Van Hateren & Van der Schaaf 1996;
Baddeley et al. 1997; Passaglia et al. 1997; Betsch et al. 2004), although rarely addressing
the structure of natural optic flow (see, however, Lindemann et al. 2003; Boeddeker et al.
2005).

To assess the density and spatial distribution of motion signals under natural operating
conditions and the amount of noise a visual system has to cope with, we moved a panoramic
imaging device on a computer-controlled robotic gantry along accurately defined, simple
paths in outdoor scenes containing a mixture of close and distant objects such as grass,
shrubs and trees. We then analysed the image sequences we recorded during these move-
ments with a two-dimensional motion detector model (2DMD) consisting of an array of
correlation-type detector pairs for horizontal and vertical motion components (Zanker &
Braddick 1999). Our aim is to describe natural motion signal distributions in order (a) to
characterize the image processing requirements for extracting egomotion information under
realistic conditions, and (b) to identify constraints on neural implementations and the effect
of simple processing strategies on extracting egomotion parameters from these distributions,
like local gain control, spatial or temporal averaging, or the selection or combination of
adequately tuned spatio-temporal channels.

Materials and methods

Data collection

We used a computer-controlled robotic gantry (Figure 1A) to move a panoramic imaging
device (Chahl & Srinivasan 1997) along accurately defined paths within a space of about 1
m3 with a positioning accuracy of 0.1 mm (system components by Isel, Germany; for details
see Zeil et al. 2003). The gantry is mounted on a trolley and can be moved to different
outdoor locations. We chose three sites on the campus of the Australian National University,
Canberra, which differed in their depth structure: Site 1, “forest scene”, was located within a
stand of Eucalypts with dense undergrowth; Site 2, “forest edge”, was located at the edge of
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Figure 1. Experimental setup and procedures. (A) A video camera viewing a panoramic mirror is moved by a mobile
computer-controlled gantry on precisely defined paths along three axes, x, y, z. (B) The raw panoramic images show
the scene in polar coordinates, with azimuth φ coded by angular position and elevation θ coded by distance from
the centre. (C) Panoramic images are converted (“dewarped”) into cartesian coordinates, with 360◦ azimuth and
130◦ elevation now represented by 460 × 170 pixels. (D) Image sequences are processed by a two-dimensional
array of elementary motion detectors (2DMD model) which extracts horizontal and vertical components of local
motion energy (for details, see text). (E) The output of the 2DMD is presented as motion signal distributions in
a two-dimensional colour code, which indicates the direction of the local motion signal by hue and its strength by
saturation. Direction profiles show the average motion signals across columns (elevation) or rows (azimuth), with
the grey-level code indicating the inverse of the signal variance.
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the Eucalypt forest, and Site 3, “open scene’, in an open clearing, more than 9 m away from
the closest trees. The scenes thus contained different mixtures of close and distant objects
and were representative of habitats typically encountered by flying insects and birds. Data
were recorded typically at midday on bright sunny days.

We use a panoramic imaging device because many animals have panoramic or nearly
panoramic visual fields and because a number of theoretical studies have shown that only
few local motion measurements are needed to reliably determine egomotion parameters,
provided these measurements are widely separated in the visual field (Nelson & Aloimonos
1988; Dahmen et al. 1997; Franz & Krapp 2000). Furthermore, many flying insects possess
large-field, integrating, motion-sensitive neurons for optic flow sensing (Hausen & Egelhaaf
1989). The images were recorded with an analogue colour video camera (JVC TK860E),
with gain control switched off. The camera was pointing down onto a parabolic mirror, the
shape of which is optimised for constant spatial resolution (Chahl & Srinivasan 1997). In
these images, azimuth φ and elevation θ are represented in polar coordinates, as angular
position and distance from the origin in the image centre, respectively (see Figure 1B).
Images were digitised with 8 bit grey-level resolution (Matrox Meteor framegrabber) and
stored directly on the hard-disk of a computer for off-line analysis. The image sequences
were subsequently converted (“dewarped”) into Cartesian coordinates, leading to an image
size of typically 460 × 170 pixels, corresponding to a visual field size of 360◦ by 130◦ (Figure
1C). We simulated rotations about the vertical axis by shifting the panoramic images after
conversion into Cartesian coordinates. In the default configuration, sequences of images were
captured at approximately 1 frame/s at 2 cm intervals along a predefined path. Alternatively,
250 consecutive frames were taken at 25 frames/s during a continuous movement of the
gantry at a speed of 10 cm/s.

Data analysis

Image sequences were analysed with a two-dimensional, correlation-type motion detector
model (2DMD). This model has been used previously to analyse species-specific movement
signals in crabs (Zeil & Zanker 1997), and to simulate a variety of psychophysical phenomena
(Zanker 1997; Zanker & Braddick 1999; Zanker 2004). The basic building blocks of the
2DMD model are elementary motion detectors (EMDs) of the correlation type, which have
been shown to describe the computational structure of biological motion detectors at least
in insects (for review, see Reichardt 1987; Borst & Egelhaaf 1989). Under certain conditions
correlation-type motion detectors become formally equivalent (see Hildreth & Koch 1987)
to a variety of luminance-based motion detectors (Adelson & Bergen 1985; Van Santen
& Sperling 1985; Watson & Ahumada 1985). We thus expect that the particular choice
of model will not affect our main conclusions. Despite their differences in specific tuning
properties, these and other motion detector models (e.g., Torre & Poggio 1978; Srinivasan
1990; Johnston et al. 1999) are likely to generate similar distributions of motion signals,
because they are based on local operations on spatial and temporal changes in luminance.
We add the caveat, that some machine vision algorithms may indeed generate different flow-
field representations (Barron et al. 1994), as might arrays of “ideal” image velocity sensors
(Peters et al. 2002).

In the simplest implementation, each EMD receives input from two points of a spatially
filtered luminance pattern (see lower part of Figure 1D). The signals interact in a nonlinear
way after some temporal filtering to provide a directionally selective signal. Difference of
Gaussians (DOGs) are used as bandpass filters in the input lines, with excitatory centre and
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inhibitory surround balanced as to exclude DC components from the input (cf. Srinivasan &
Dvorak 1980). The sampling distance �ϕ between the two inputs is used as a fundamental
spatial model parameter, and was varied between 1 and 16 pixels. To prevent aliasing, the
diameter of the receptive field (as measured between zero-crossings from excitatory to in-
hibitory regions) is set to about twice the sampling distance, by setting the standard deviation
of the excitatory and inhibitory Gaussian component of the DOG to a multiple of 0.5 and 0.8
of �ϕ, respectively. The signal from one input line is multiplied with the temporally filtered
signal from the other line, and two anti-symmetric units of this kind are subtracted from each
other with equal weights, leading to a fully opponent EMD, which is highly directionally se-
lective (Borst & Egelhaaf 1989). The time constant τ of the first-order lowpass filter was used
as a fundamental temporal model parameter, and was varied between one and eight frame
intervals (40–320 ms). The time interval between successive image frames corresponds to
eight time steps in the digital simulations; an increased temporal resolution is used in order
to improve the accuracy of calculating the dynamic responses of the temporal filters. At a
video frame-rate of 25 Hz, the default time constant was chosen to be 80 ms (two frames),
which bestows the EMD with a temporal frequency optimum of approx. 2 Hz (see, e.g.,
Zanker & Braddick 1999). This tuning is well within the range of temporal frequency char-
acteristics described for a variety of motion sensitive neurones in insects (O’Carroll et al.
1997). It would ideally be preferable to assess natural motion signals using much shorter
time constants, for instance to account for fast photoreceptors (e.g.,Weckström 1989) and
the high flight speeds of many insects. This, however, would require the use of high-speed
video, which is only now starting to become available for this kind of research (Boeddeker
et al. 2005).

After de-warping, movie sequences were processed by a horizontal and a vertical array
of such EMDs (two sets of 460 × 170 correlators, one pair centred on each image pixel
location). The result is a two-dimensional motion signal distribution, the 2DMD response,
with a horizontal and vertical signal component for each image point (see Figure 1E). In
some cases, this raw 2DMD output was spatially averaged (across an area of 4 × 4 sampling
distances), or temporally averaged (over eight to 64 frames) as a descriptive tool for visualizing
patterns of motion direction at low signal densities. We use a two-dimensional colour code to
represent the direction and the magnitude of EMD responses in terms of hue and saturation,
with red and green indicating motion to the left and right, yellow and blue indicating up and
down (see inset Figure 1D). In some cases, we plotted all local responses in full saturation
if their magnitude was above a certain threshold (in percent of the maximum response).
For a quantitative comparison, we reduced motion signal distributions to one-dimensional
direction profiles by pooling all EMD outputs along image columns (horizontal profiles,
lower panel of Figure 1E) or along image rows (vertical profiles). These profiles thus show
the direction of the weighted average of motion vectors as a function of azimuth or elevation,
with the magnitude of each local motion signal used as its weight in the averaging. The
grey-level saturation of a given data point corresponds to the inverse of the response variance
along a row or column.

Results

Analysing motion signal maps

We first set out to investigate the best way of characterizing and analysing the motion sig-
nal distributions generated by the 2DMD model. As an example, we take an image se-
quence generated by pure translation to the left through the scene shown in Figure 1C,
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Figure 2. Analysing the information content of motion signal distributions. (A) Single frame of the 2DMD response
with signals larger than 5% of the maximum response plotted at full colour saturation. The lower panel shows the
average direction for each column of the signal map as a function of azimuth. The grey-level of each dot indicates
the vector length (strength of average signal). (B) Temporal average of 64 response frames in linear colour code
with direction and magnitude of the local motion signals represented by hue and saturation, scaled to the maximum
response (see inset on right). The lower panel shows the direction profile for the temporally averaged signals. (C)
Temporally averaged motion signal distributions with signals larger than 5% of the maximum response plotted at full
colour saturation. (D) Temporally averaged motion signal distribution with signals larger than 1% of the maximum
response plotted at full colour saturation. Empty areas on the right are caused by occluding gantry structures. EMD
responses modelled for sampling distance �ϕ = 1.5◦ and time constant τ = 80 ms.

with continuous camera motion at 10 cm/s and frame grabbing at 25 Hz. We find that sim-
ple operations such as introducing a threshold or averaging over time affect the appearance
of the motion signal maps considerably (see Figure 2). However, as we will show below,
such processing variants are only important for the visualisation of these motion signal
distributions and do not affect their information content, as far as flow-field structure is
concerned.
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A single image of the response sequence is plotted in Figure 2A, as motion signal distri-
bution in the nonlinear colour code (all signals with a magnitude above 5% of the maximum
EMD response are plotted in full saturation) in the upper panel, and as direction profile in
the lower panel. Clearly, in this scene, local motion signals with a magnitude between 5% and
100% of the maximum response are sparse, unreliable, and show a patchy distribution. The
signal map is dominated by regions in which the local response is less than 5% of the maxi-
mum. The sparseness of the motion signal map is described by the kurtosis of the frequency
distribution of local motion signals, which generally is highly leptokurtic (see Table I). Strong
motion signals are associated with regions of high image contrast (compare with Figure 1B
and C), since the EMD response is proportional to the square of image contrast (see Borst
& Egelhaaf 1989). This contrast dependence of EMDs is also the reason why large parts of
the visual field lack significant motion signals. Furthermore, local motion direction varies
considerably at neighbouring image positions as indicated by patches of multiple colours,
because the directional output of EMDs is ambiguous at locations with oriented contours
for which contrast varies only in one dimension (often referred to as the “aperture problem”,
cf. Hildreth & Koch 1987) or when adjacent texture elements interfere with each other. An
additional source of “noise” in the motion signal distributions has an environmental origin:
random fluctuations of motion signals or flicker noise due to the movement of wind-driven
vegetation or to the sun being occluded and exposed through a network of foliage while the
camera moves along its path (see Figure 2A, near azimuth -90◦). These effects are strongest
in the upper part of the images where errors in the transformation from polar to Cartesian
coordinates are also largest, which could contribute to some of this motion noise.

There are a number of possible ways to analyse the information contained in such sparse
signal distributions. The simplest method would be spatial or temporal averaging. Figure
2B illustrates the extreme case of averaging over all 64 frames of the sequence, which does
not reduce the spatial resolution of the distribution, as would be the consequence of spatial
pooling. Note that the vertical strip devoid of motion signals at 135◦ azimuth is due to a
mirror holding structure occluding the scene (cf. Figure 1B). As expected, pooling reduces
local noise but does not affect the sparseness of the response maps. However, temporal
averaging generates streaks of motion signals in discontinuous but systematically distributed
patterns where the displacement of high local luminance contrast leads to large EMD signals.
However, these motion streak patterns are still rather spurious when the responses are plotted
on a linear scale (Figure 2B), in which the saturation of the colour corresponds to the strength
of the local signal and the hue to its direction. The flow-field structure is most clearly revealed
when colour-coded signals are plotted in full saturation once they have reached 5% (Figure
2C) or 1% of the maximum response (Figure 2D). Representing motion signal distributions
in this non-linear way emphasises both the motion streaks and the overall flow-field pattern,
with clear signs of image expansion and contraction at the poles of the flow-field close to
the horizon at 90◦ and −90◦ azimuth. Expansion and contraction are not only reflected by
a full circle of motion directions around the two poles (with opposite sign), but also by the
dominant radial orientation of motion streaks. The role of motion streaks (Geisler 1999)
will be discussed in more detail in a later section, while we first focus on the directional
information per se that is contained in the signal maps. Although we use averaging and
thresholding only as tools to probe the information content of these distributions, it is worth
noting that processing non-linearities of this kind do exist in biological visual systems as
neuronal thresholds and response saturation (Egelhaaf et al. 2001) and some animals employ
very long time-constants in motion processing (Nalbach 1989).

As a way of quantifying and comparing the information contained in motion signal distri-
butions, we plot the direction of all motion signals averaged across all elevations as a function
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of azimuth. For single frames, such direction profiles (Figure 2A lower panel) reveal that di-
rection estimates are highly variable between neighbouring locations, although they do allow
one to discern the overall flow-field structure. Horizontal directions around 0◦ (to the right)
and −180◦ (to the left) dominate the signal outside the poles at −90◦ and +90◦ of azimuth
(dark grey dots), while close to the poles and in directions perpendicular to the direction of
movement, signals are variable and unreliable (light grey dots). After temporal averaging,
the direction profile also shows the gradual change from left- to right-ward motion and vice
versa around the poles of the flow-field (Figure 2B lower panel). Since this change in motion
direction defines the location of the poles, direction profiles can be used to compare motion
signal maps generated in different scenes, by asking how clearly poles can be detected in
the direction profiles (cf. Zanker & Zeil 2002). We restrict our analysis here to a mainly
qualitative inspection of motion signal maps and discuss later some ways of assessing them
quantitatively.

The influence of motion detector parameters

We next ask how natural motion signal distributions are affected by the specific properties
of local motion detectors by systematically varying the sampling distance �ϕ and the time
constant τ of the 2DMD model.

Figures 3A and 3B show the motion signal distributions (temporal averages over the 64
frames, with a threshold of 5%) for the image sequence shown in Figure 2, with τ = 40 ms
and τ = 160 ms. The distributions and their direction profiles are almost indistinguishable
from each other, apart from a scaling factor, because the overall signal strength varies with
model parameters. We find similar results with other time constants (cf. Figure 2C), or when
comparing individual response frames without temporal averaging (data not shown). This
result came as a surprise because the time constant tunes EMDs to a particular temporal
frequency range and one might expect the stimulus to be narrow-band in the temporal
frequency domain at constant speed, which is certainly true for any given spatial frequency
component. However, the fact that the distinct structure of natural motion signal maps
does not depend on temporal frequency tuning—at least not within the parameter range
we tested here—suggests that for natural environments, even at constant observer speed,
the broadband spatial frequency characteristics of moving contours is converted to a broad
temporal frequency spectrum at any given speed (Van Hateren & Van der Schaaf 1996).
Similar effects of natural image structure on the response properties of temporal-frequency
tuned motion detectors have been found in computational (Bayerl & Neumann 2004) and
in electrophysiological studies (Dror et al. 2001).

In contrast to the time constant, the EMD sampling base has a significant effect on the
structure of motion signal distributions, due to the implicit spatial pooling it entails. EMDs
with larger sampling base generate signal distributions with a much clearer flow-field struc-
ture and consequently a smooth direction profile (compare Figures 3C and 3D, correspond-
ing to �ϕ = 0.75◦ and 3◦). A large sampling base averages out the motion signal “noise”
apparent in the distributions generated by EMDs with a smaller sampling base, for instance
in image regions at −90◦ azimuth, where the sun is seen through the canopy (Figure 3C). We
obtained similar results with other sampling bases and for individual frames of the 2DMD
response, without temporal averaging.

The overall structure of motion signal distributions is thus quite robust against varia-
tions of the time constant and of the sampling base, suggesting that the specific EMD
implementation is not critical for describing and analysing the properties of natural optic
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Figure 3. Influence of model parameters on motion signal maps. (A) Temporally averaged motion signal map (over
64 frames) generated by a 2DMD model with a time constant of 1 frame (40 ms) and a sampling base of 2 pixels
(1.5◦), plotted in full colour saturation for all signals above 5% of the maximum response; the lower panel shows
the direction profile for the temporally averaged signals. (B) Response of a 2DMD model with a time constant of
4 frames (160 ms) and a sampling base of 2 pixels (1.5◦) to the same image sequence. (C) Response of a 2DMD
model with a time constant of 2 frames (80 ms) and a sampling base of 1 pixel (0.75◦). (D) Response of a 2DMD
model with a time constant of 2 frames (80 ms) and a sampling base of 4 pixels (3◦).
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flow. We can therefore now ask how motion signal distributions represent specific move-
ments in differently structured natural environments.

Motion signal maps generated by simple types observer movement

We used a standard configuration of the 2DMD model (τ = 80 ms; �ϕ = 3◦) to compare the
signal distributions generated by different types of continuous camera movement. Results are
shown in Figure 4 as motion signal distributions and direction profiles along the horizontal
and vertical dimension for six simple trajectories through the same scene we have considered
before: pure translations in four different directions; a pure rotation; and a combination
of translation and rotation. The data were averaged over 32 frames of each sequence, and
motion signal distributions are presented with the non-linear colour code using a threshold
of 2% of the maximum response.

Figures 4A, 4B and 4C show the motion signal distributions in response to translation
along the x-axis (0◦), in a direction 45◦ to it, and along the y-axis (90◦), respectively. The
general structure of optic flow is clearly different between these three distributions: view-
ing directions perpendicular to the direction of movement contain predominantly horizon-
tal motion components, with a change of sign at the poles. The azimuth position of these
distinct regions in the flow-field pattern change depending on the direction of heading.
However, the flow field poles are not clearly defined locally, because image contrast in this
particular scene is rather low in direction of heading and because image displacements are
minimal around the poles (Figures 4A and 4B). Consequently, there are no clear transi-
tions between the image areas with predominantly leftward and rightward motion signals
in the direction profiles of Figures 4A and 4B, which would indicate the location of the
poles. The situation is slightly different for movement in the direction of the y-axis be-
cause the scene in this direction contains sufficient contrast. The location of the flow-field
poles is therefore slightly more distinct (see Figure 4C, top panel). The comparison of these
three signal distributions suggests that locating the poles of a flow-field requires an eval-
uation of the complete panoramic field of view, in order to identify those regions where
motion direction reverses. Note also that there is generally less structure above than below
the horizon. This asymmetry reflects the distance distribution of objects in this particular
location and the fact that close contours on the ground provide the most robust motion
signals.

The signal distribution for vertical translation (Figure 4D) differs qualitatively from those
seen for translations in the horizontal plane. The dominating blue colour indicates an over-
whelming presence of vertical downward motion signals, corresponding to the upward mo-
tion of the camera. The uniformity of the motion signal distribution arises because most
of the panoramic visual field now looks into a direction perpendicular to the direction of
movement, and because the flow-field poles are located outside the visual field. The pre-
dominance of vertical motion signals in all viewing directions is also clearly seen in both
the vertical and the horizontal direction profile. Note, however, that despite their smooth
appearance, local variations in motion signal directions are considerable (e.g., close to the
horizon around 90◦ azimuth, or close to the upper edge of the image at −90◦ azimuth, Figure
4D). This indicates that in some parts of the image sequence, there was substantial contour
interference, which may be due to the inherent properties of motion detectors as already
discussed, but also to environmental motion like foliage swaying in the wind. The difference
in signal strength between regions above and below the horizon is again quite clear. The
higher reliability of motion signals from the lower parts of the image, which is due to smaller
distances and therefore larger angular displacements of objects below the horizon, is reflected
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Figure 4. Motion signal distributions for different types of translational and rotational movements. Upper panels
show motion signal distributions (time constant 80 ms, sampling base 3◦), averaged over 32 frames, and plotted in
full colour saturation for all signals above 2% of the maximum response; lower panels show the horizontal direction
profile for the temporally averaged signals; left-hand panel show the vertical direction profile. (A) Translation in
x direction. (B) Translation in oblique direction. (C) Translation in y direction. (D) Translation in z direction
(upwards). (E) Rotation around vertical axis (leftward yaw). (F) Translation in y direction combined with rotation
around vertical axis (sideslip plus yaw).
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in the vertical profile by an increased magnitude of average velocity vectors for this region
(darker data points). Larger patches of supra-threshold motion signals can be found below
the horizon, which tend to be oriented along vertical motion streaks.

We simulated camera rotation by shifting the columns of the panoramic image. Not sur-
prisingly, in the case of a rotation to the left, the map is dominated by rightward motion
signals (coded by green colour), but it once again contains some local variation includ-
ing vertical motion directions (blue or yellow). Note that the patches indicating vertical
motion directions are themselves oriented along horizontal motion streaks, because con-
tours that generate illusory vertical motion components (for instance if they have a 45◦

orientation) are displaced horizontally by observer rotation. The smooth vertical and hor-
izontal direction profiles also document the overwhelming dominance and homogenous
distribution of the horizontal motion signal throughout the panoramic image. Since ob-
server rotation induces optic flow, which does not depend on the distance of objects,
there are no differences in signal strength between the upper and lower image regions
(Figure 4E).

We finally combined translation and rotation by taking the panoramic image sequence
that was captured with camera motion along the y-axis (Figure 4C) and scrolling it from left
to right by one pixel every second frame (Figure 4E). We find responses, which resemble
a pure rotation, in that they are dominated by motion signals to the right (green). The
motion signal distribution, however, also contains features that indicate the presence of a
translation component of observer movement, in particular the vertical motion signals in
the lower part of the image (blue and yellow), and corresponding deflections of the motion
streaks in the same regions. These regional variations are small and might be difficult to
separate from the background of overall irregularities in the distributions. The effects caused
by translation can be seen in the horizontal direction profile as small deviations from the
dominant motion direction to the right. Comparison of Figures 4C and 4F illustrates how
difficult it is to estimate egomotion parameters from combined rotational and translational
optic flow (Koenderink & Van Doorn 1987; Nalbach & Nalbach 1987; Junger & Dahmen
1991; Dahmen et al. 2001).

Motion signal distributions in different environments

From first principles (e.g., Koenderink & Van Doorn 1987) and from the examples we have
discussed so far, it is clear that translational optic flow depends on the direction of movement,
the distribution of contrast and the depth structure of a scene. In addition, under natural
conditions, the principal structure of optic flow will be degraded by different sources of
environmental motion, including wind-blown vegetation, the movement of shadows and of
specularities (Eckert & Zeil 2001). The motion signal distributions allow us—for the first
time to our knowledge—to systematically explore the combined effects of these factors on
flow-field integrity in natural scenes.

We compare the motion signal distributions generated by a set of standard paths in three
scenes which differed in their depth structure: a “forest scene” inside a small Eucalypt forest
with dense undergrowth, a “forest edge scene”, on a clearing, about 3 m away from the
forest edge, and an “open scene”, on a sloping meadow with the closest trees at a distance of
9–15 m. At each location we recorded image sequences along linear paths 20 cm, 40 cm, 60
cm, 80 cm and 100 cm above ground in the y-direction of the gantry. We reasoned that the
different “flight heights” would show separately for each scene the effects of systematically
changing the distance to the closest contours on the ground.
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Figure 5. Motion signal distributions for “forest scene” (left), “forest edge scene” (centre) and “open scene” (right)
at three different heights (h = 20, 60, 100 cm) above ground. Image sequences were generated by moving the camera
in 2 cm intervals and taking images at these accurate positions. Simulation parameters were τ = 80 ms, �ρ = 3◦.
Note that the strong flow components around the contraction pole on the left side of the distributions are generated
by close gantry structures. The bottom two rows of panels show the direction profiles with superimposed estimation
function (light grey square-wave) and the deviation between data and estimation function for variation of estimated
flowfield pole for a single 2DMD output frame (at h = 60 cm and y = 30 cm, green line), and for the average
signal maps for 10 consecutive frames (y ranging from 20 to 40 cm, red line), both showing a minimum close to
the veridical location of the flowfield pole (270◦). For details, see text.

The first surprising result for our sample of environments is that motion signal maps
are rather stable for a given environment (Figure 5), irrespective of changing conditions
of environmental motion and of illumination. As “flight height” increases, ground texture
contributes less and less signals to the motion map, but the effects are small, restricted to
small parts of the panoramic image and heavily dependent on the distribution of contrast in
the particular scene. This can best be seen by comparing the regions below the contraction
pole positions at −90◦ azimuth and the expansion pole positions at +90◦ azimuth, in Figure
5. The second result to note is that motion signal distributions become sparser as the distance
of objects in the scene increases. Signal density in the open scene where most large objects
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Table I. Kurtosis of grey-level together with horizontal and vertical motion signal dis-
tributions in three different environments (see Figure 5). Mean kurtosis and its standard
deviation were calculated for input images and 2DMD responses every 2 cm at 49 loca-
tions along the camera path.

Forest scene Forest edge scene Open scene

Greylevel input −1.27 +/ − 0.028 −1.37 +/− 0.069 −1.43 +/− 0.026
2DMD horizontal 34.6 +/− 7.10 31.4 +/− 9.90 106.8 +/− 35.6
2DMD vertical 44.4 +/− 27.1 38.2 +/− 31.5 52.4 +/− 9.24

are more than 9 m away, is much lower than in the forest edge and the forest scene, where
the motion signal distributions mark out dominant, nearby objects, like the stems of trees
(compare columns in Figure 5).

To assess the sparseness of the motion signal maps for different environments, we cal-
culated the kurtosis of the frequency distribution of the horizontal and vertical motion
components for the motion responses along the lowest tracks through the three different
environments (top panels, Figure 5). The results are listed in Table I, together with the
kurtosis of the respective grey-level distributions, which show that the image intensity in all
three scenes is similarly distributed in a mesokurtic fashion. The mean kurtosis values of
both vertical and horizontal motion signal distributions range between 20 and 120, indicat-
ing that they are highly leptokurtic: they are dominated by a high zero peak with long flat
tails. High kurtosis values thus indicate very sparse distributions and as Table I shows, they
reach their highest values for horizontal motion signals in the open scene. The kurtosis of
vertical motion signal distributions does not differ between the three scenes, because vertical
motion directions are predominantly generated by contours on the ground, the distances of
which do not differ in the three scenes.

Natural motion signal distributions are the result of a combination of factors. Most im-
portant among them are the structure of movement, the distribution of contrast and the
three-dimensional layout of objects in scenes. In addition, environmental motion, gener-
ated by the movement of shadows or wind-blown vegetation, has a rather unpredictable
influence on the structure of optic flow. In order to assess the contribution of environ-
mental motion on motion signal distributions, we compared motion signals as seen by a
stationary camera, with those generated by the camera moving smoothly through the same
scene. The results show that the locally noisy structure of responses to environmental mo-
tion does not vary systematically throughout the visual field, with little evidence for any
pattern of spatial or temporal correlation, which would lead to motion streaks (Figure 6,
left). Temporal averaging thus can practically eliminate the effects of environmental mo-
tion (Figure 6, left from top to bottom), unless the environment contains continuously
moving surfaces like wave ripples on the sea or river rapids. Such “textured” movement
will contain high local variations in motion directions, a source of noise, which may be
reduced by spatial pooling. Movement-induced optic flow therefore essentially dominates
the motion signal distributions experienced by a moving observer under many conditions
(Figure 6, right panels). How much the integrity of optic flow is affected by environmental
motion will depend on the oscillation amplitudes and the type of vegetation, on the tex-
ture of moving surfaces relative to the speed of observer movement and on the distance at
which they are seen. For some animals environmental motion noise must be a significant
problem, which could have a major impact on image processing strategies (Peters & Evans
2003).
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Figure 6. The structure and effect of environmental motion. Left panels: motion signal distributions from image
sequences recorded with a still camera in the forest edge scene at a height of 60 cm (corresponding to middle
column in figure 5). Images from continuous recordings at 200 ms intervals were used as input for the 2DMD
model and the motion responses were averaged over 2, 4, 8, and 16 frames. Right panels: Image sequences were
recorded continuously at a framerate of 25 Hz with a camera moving at 10 cm/s. Every 5th image was used (i.e.,
every 2 cm) as input for the 2DMD model to generate motion signal distributions which then were averaged over
2, 4, 8, and 16 frames. Simulation parameters were τ = 80 ms, �ρ = 3◦.

Discussion

We have studied the availability of flow-field information at the level of EMD outputs under
natural operating conditions, by moving a panoramic imaging device along defined paths
outdoors and by using the image sequences recorded along these paths as input to a particular,
yet biologically plausible motion detector network. We argue that the specific choice of EMD
model and of parameter settings do not significantly influence the structure of motion signal
distributions and that the main conclusions can be generalized: natural optic flow is sparse,
patchy, shows motion streaks if integrated over significant time spans and depends on the
distribution of contrast and the depth structure of particular scenes. Moreover, natural optic
flow has a distinct topography, with the ventral visual field being exposed to more motion
energy compared to the dorsal visual field, due to the fact that objects on the ground tend
to be closer than those seen above the horizon (Nalbach & Nalbach 1987; Franz & Krapp
2000).
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The environment, EMD-properties, and motion signal distributions

The first important observation we made is that natural motion signals are rather sparsely
distributed across the panoramic visual field (see Figure 2), even in scenes that appear to be
densely populated with high-contrast contours. As we pointed out before, this property of
motion signal distributions is predicted by motion detection theory, because the magnitude
of EMD responses depends on the square of pattern contrast. Contrast dependence leads to
irregular patterns of image locations at which motion signals are above threshold. For instance
in the “forest scene”, at least three quarters of the image area provide only comparatively
small motion signals that are weaker than 5% of the maximum response of the EMDs.
A biological vision system could cope with such a situation by normalising local contrast,
with a result similar to what we achieved by setting low thresholds for the 2DMD output
(nonlinear colour scale). Besides being sparse and patchy, motion signal distributions also
show large variations in local motion directions, as indicated by patches of multiple colours
reflecting closely spaced motion signals with different motion directions. Motion noise of
this kind is again predicted by theory because local EMD responses are ambiguous even
for coherently moving patterns and “veridical” responses require a certain amount of spatial
averaging (Egelhaaf et al. 1989; Reichardt & Egelhaaf 1988). Such ambiguities can also
be due to variations of local contour orientations, which elicit directional responses that are
perpendicular to the local orientation. The EMD output does therefore not necessarily reflect
the veridical motion direction (Reichardt et al. 1988), a problem which is often referred to as
the “aperture problem” (cf. Adelson & Movshon 1982; Nakayama & Silverman 1988; Borst
& Egelhaaf 1993).

In conclusion, the sparse, patchy and noisy distributions of motion signals as experienced
by a moving observer in a natural environment pose serious problems for any mechanism
extracting egomotion information from optic flow. As we have shown, amplifying small local
responses through nonlinear processing can enhance the coherence in motion signal maps.
However, even after this initial amplification, detecting the flow-field structure characteristic
for a particular type of observer movement requires spatial or temporal pooling at the cost
of resolution. Interestingly, the temporal and spatial parameters of the elementary motion
detector model seem to have little influence on the overall structure of motion signal distri-
butions (see Figure 3), an observation that would need to be systematically investigated for
different models of local motion detection. Considering the deficiencies of correlation-type
detectors, like the one we used, it would be important to test whether the true local velocity
estimates delivered by gradient detector schemes would produce more reliable motion signal
distributions in complex natural scenes (cf. Verri et al. 1992).

The structure in motion signal distributions is not only influenced by the underlying
motion detection mechanism, by neural processing strategies like spatiotemporal pooling or
thresholding and by observer movement, but also by the layout of objects in the environment.
Apart from the variations in local contrast, the distance of objects can vary considerably
throughout the visual field. Distance is not critical for the motion signals resulting from
observer rotation, but during observer translation, retinal speed—and thus the magnitude
of motion signals—is inversely proportional to the distance of the objects that cause the
motion signals. Because translation-induced motion signals are dependent on distance, their
distribution differs between the upper and lower visual field.

The structure of motion signal maps: optic flow processing strategies

Our simple analysis confirms the well-known problem that rotation can completely obscure
the structure of the translational flow-field (e.g., Junger & Dahmen 1991). Animals use a
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number of strategies to separate the two components of optic flow: (a) by fast, non-visual
rotational sensors (vestibular systems, halteres) which help to remove the rotational compo-
nent of optic flow (Hengstenberg 1993); (b) by an optomotor control system which averages
motion information over large parts of the visual field and thus compensates for the remain-
ing slow rotations (Hausen & Egelhaaf 1989; Krapp & Hengstenberg 1996); (c) by weighing
optokinetic sensitivity depending on the distribution of objects in open flat environments,
where contours seen in the dorsal visual field are far away and thus generate only rotational,
but not translational optic flow (Nalbach & Nalbach 1987).

It has only recently become possible to ask how neurons extract information from be-
haviourally generated optic flow, revealing coding properties that could not be detected in
classical electrophysiological experiments (Van Hateren 1997; Egelhaaf et al. 2001; Lewen
et al. 2001). When the optic flow generated by insects during outdoor flight manoeuvres is
replayed to motion sensitive neurons in the insect visual system, it becomes clear that these
neurons respond depending on the behavioural context: they code the sign and magnitude of
rotation during fast changes in flight direction and respond to nearby objects during phases
of translational flight (Boeddeker et al. 2005).

A number of proposals have been made to solve tasks such as separating translation- and
rotation-induced optic flow components and controlling the direction of heading (Hildreth
1984; Heeger 1987; Perrone 1992), but as far as we are aware, these models rely on the
assumption that motion signals are dense and coherently distributed. It will thus be interest-
ing to see how well these models perform when confronted with complex and noisy natural
motion signal distributions. Simulating the effects of unreliable and sparse motion signals on
the estimation of flow-field parameters, Dahmen and colleagues (Dahmen et al. 1997, 2001)
have shown that surprisingly few and relatively unreliable flow measurements are needed,
provided they are taken at large angular separations in the visual field. One of the open ques-
tions is whether this also holds true under natural conditions. We would predict that current
egomotion-from-optic-flow models should actually perform better in natural environments,
despite the sparse and patchy nature of optic flow encountered there, compared to the arti-
ficial environments with large un-textured surfaces, in which they are normally tested (e.g.,
Verri et al. 1992).

One way of assessing the quality of the information contained in the direction profiles is a
very simple estimation procedure, which suggests that even sparse panoramic distributions
are a very rich source of information (Zanker & Zeil 2002). The procedure is to fit a simple
mathematical function to the data, which reflects the expectation of a basic directional
profile. Because this technique is not meant to suggest a particular mechanism of flow-field
processing, there is no need to specify an optimal expectation function, similar to those used
in matched filter approaches (see, for instance, Franz et al. 2004). Instead, based on an
idealised situation in which the vertical components of a homogenous flow-field generated
by horizontal translation would cancel each other perfectly, we expect a rectangular direction
profile with horizontal motion to the left (+/− 180 deg) and to the right (0 deg) on the left and
right side of the expansion pole, respectively. When this expectation function is shifted rela-
tive to the direction profiles, the root mean square of the deviation between expectation and
data should reach a minimum when the expected pole is closest to the direction of heading.
The mean deviations between data and expectation function are plotted in the bottom panels
of Figure 5 as a function of expected pole azimuth for the three different environments. In
all three cases the minima come to lie very close to the veridical locations, with deviations of
−10, −2, and −2 deg for the three cases tested. Furthermore, the mean deviation curves are
very similar for a single 2DMD output frame and for average responses. The estimation does
not improve when ten output frames of the same sequences are averaged. Using elaborate
mechanisms such as those mentioned above to estimate the analysis of natural motion signal
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distributions will certainly provide further insight into the quantitative aspects of these flow-
fields, but it is interesting to note that even a simple hypothetical estimation procedure like
the one used here will lead to quite reliable results for a range of environmental conditions.

One of the interesting features of natural motion signal distributions with respect to higher
level processing are the strong motion streaks we observed, because their orientation could
be used to locate the pole of the flow-field. Recent psychophysical experiments show that
humans are able to use the orientation information contained in the blur of moving objects
and textures for motion processing (Burr 1980; Burr & Morgan 1997; Geisler 1999; Burr &
Ross 2002; Barlow & Olshausen 2004; Ross 2004). A second-order motion system analysing
the orientation of motion streaks thus could overcome the problems related to spurious and
unreliable local motion signals. Such a process would be very similar to the model suggested
by Geisler (1999), which combines local motion direction information with the orientation of
motion streaks that are encoded as temporally averaged signals arising from moving objects.

Outlook

With the present study we take a first, qualitative step to analyse the ecological constraints
of neural motion processing and to identify areas in which further quantitative analyses of
motion signal distributions are needed. For example, it is important to evaluate systematically
to what extent relevant structure in motion signal distributions can be enhanced by pre-
processing mechanisms, such as local contrast gain control, or post-processing mechanisms,
such as local spatial pooling; to quantify how motion signal distributions differ in natural
and in artificial environments; to systematically analyse the retinal topography of motion
signals in natural scenes (cf. Nalbach & Nalbach 1987; Dahmen et al. 2001; Eckert & Zeil
2001); and to characterize how the different ways in which animals move affect the motion
signal distributions they experience. It is only then that we will be able to understand how
even relatively simple visual systems are able to extract the relevant control parameters from
complex motion signal distributions.
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