
An Introductory Guide to Using the Spatial Coding Model Simulator 

About this Manual 

The aim of this manual is to explain how to use the various features of the spatial coding model 
simulator, so as to be able to replicate the simulations reported in Davis (2010) and run new 
simulations. However, it is not intended to describe the workings of the model in detail; for a full 
exposition of the spatial coding model, please consult Davis (2010). 

Downloading the file 

A zip file can be downloaded from this webpage: 
http://www.pc.rhul.ac.uk/staff/c.davis/SpatialCodingModel/SCM_Simulator.zip.  

Extracting this zip file creates a folder containing the executable and several subfolders (these 
subfolders are important for the program’s operation). Specifically, the following subfolders should 
be created under the main program folder: Stimuli, Output, Scripts, Manual and Vocabs. The 
executable runs in Windows NT, Windows XP and  Windows 7.  

Running Your First Simulation 

To start the program, double-click on the executable, which has the name SCM_Simulator.exe. This 
will bring up a screen that looks like this: 

 

http://www.pc.rhul.ac.uk/staff/c.davis/SpatialCodingModel/SCM_Simulator.zip�


 Go to the menu bar option labelled Stimuli, and select Set Input. This will bring up a form that looks 
like this: 

 

Click in the white box adjacent to the label “Field 1”, and type in the word “clam”. Now click in the 
white box immediately to the right, and type “500”. Finally, click the button marked OK, which will 
close the form. Note that the stimulus (“clam”) and its duration (500) are now shown in the Status 
Bar near the top of the screen. To run this stimulus through the model, click the button marked Start 
(in the status bar, roughly in the middle of the screen horizontally). You should observe a number of 
things happening on screen. At the bottom of the screen, the features  change to reflect the input 
stimulus. Immediately above that, the letter level shows activity grow very rapidly towards the 
maximum activity of 1 for four letter nodes: the C in channel 3, the L in channel 4, the A in channel 5, 
and the M in channel 6. The channel numbers are arbitrary – we’ll return to this point later. The next 
graph above depicts activity at the word level. You should see activity increase above zero for two 
word nodes, CLAM and CALM, but ultimately CLAM continues growing and inhibits the activity of the 
CALM node back below zero. If you didn’t see that, trying clicking the Start button again (if you’re 
quick, you could even click on the Pause button to freeze the model at a point where the CALM node 
is still active). Congratulations, you’ve now run your first simulation with the spatial coding model! 

 

 



Word Level View 

To see more detail about what’s happening at the word level, try clicking on the Word Level tab at 
the left of the screen. This will bring up a screen that looks like this: 

 

 This form shows a matrix in which each row corresponds to a different word node, and the columns 
correspond to different properties of the word node:  

- resting activity (determined by word frequency) 
- the match value the word node computes in response to the current input stimulus 
- current activity (active nodes are shown in bold)  
- the strength of the letter-word (LW) excitatory input signal 
- the strength of the mismatch inhibition signal 
- the strength of the lateral inhibition signal from other word nodes 
- the strength of the self-excitatory signal from a node to itself 
- the net input to the word node 
- the input after shunting (multiplication by the difference between the node’s current activity 

and the maximum/minimum activity) 
- the magnitude of the decay term. 

 

 



 Plotting Activity Functions 

Another way to see what’s happening in the model is to plot activity functions. To do this, clicking on 
the Plot activity function tab at the left of the screen. This will bring up a screen that looks like this: 

 

As an example, click on the arrow to the right of the drop down box labelled Series 1, and type 
“clam” (or select this word from the drop-down options). Press thetab key to go to the the drop 
down box for Series 2 , and this time enter “calm”. Now click the Start button. You should see two 
lines, a green line corresponding to the activity of the CLAM node, and a red line corresponding to 
the activity of the CALM node. By default, the graph stops after 50 cycles, but you can modify this. In 
the box labelled Time (max.) change the value to something larger (e.g., 500), and then click the 
Redraw button. You should now be able to see that the green line increases up to around .84 before 
asymptoting, whereas the activity of the CALM node reaches a peak of around 0.23, before declining 
back below zero. You can also modify the scale of the activity axis in the same way, by changing the 
values of Act. (min.) and Act. (max.). If you’d like to save the chart as a bitmap file, click the Save 
Chart button. Alternatively, you can click the Copy Values button to copy the values in the chart into 
the clipboard, from where you could (for example) paste them into a spreadsheet. 

Loading a File of Stimuli 

Go to Stimuli | Load Stimulus Set, and select a text file containing one stimulus per line (some 
examples are contained in the subfolder “Unprimed LDT”, e.g., “Andrews92.txt”). To see the full set 



of stimuli, click on the tab labelled Stimulus Set. To select a particular stimulus from within this set as 
the current input, just click on the stimulus within the grid. 

 

SCM vs IAM 

To simulate the original IA model, go to the tab labelled Network Settings and click the button 
marked Choose Original IA Model. This modifies various settings (we’ll come back to these later) and 
loads a parameter file corresponding to the parameters used in the original IA model. The present 
simulator doesn’t include options for running Reicher-Wheeler simulations, but it’s possible to 
replicate a number of the phenomena demonstrated in the McClelland & Rumelhart (1981) paper. 
For example, they illustrated the “rich-get-richer” effect by plotting word node activities following 
the input stimulus mave (see their Figure 11). To try this out, choose the original IA model, and set 
the input stimulus so that “mave” is the first field (presented for 160 cycles), and #### (a pattern 
mask) is the second field (presented for 240 cycles). Now go to the Plot Activity Function tab and set 
series 1, 2, and 3 to plot the word nodes HAVE, GAVE, and SAVE, respectively. Set time (Max) to 400, 
and Act. (max) to 0.2. Now click the Start button. The application window should look like this: 

 

All three words (HAVE, GAVE, and SAVE) are equally similar to the input stimulus mave, but the 
initial differences in resting activity are magnified by the lateral inhibitory interactions, so that the 
HAVE word node attains a peak activity that is almost three times as high as that attained by the 
SAVE node. The graph can be compared directly with Figure 11 from McClelland & Rumelhart (1981).  



Temporal scaling and the dt parameter 

One slight difference that can be seen between the graph in the figure above and Figure 11 from 
McClelland & Rumelhart (1981) is that the functions in their figure are a little more jagged. This 
reflects the size of the time slices when integrating the model. By default, this simulator uses a time 
slice that is 10 times smaller than that used by McClelland & Rumelhart (1981), resulting in smoother 
functions and more stable performance (coarser time scales can occasionally produce oscillatory 
behaviour).Given the speed of contemporary CPUs (much faster than in 1981!), smaller time slices 
are recommended, so as to provide a closer approximation to the underlying differential equation. 
However, if you did want to use a coarser time scale (e.g., to enable faster integration of the model) 
you can increase the dt parameter, but remember to modify the presentation times accordingly 
(e.g., if you change dt to 1.0, you should present stimuli for only one-tenth as many cycles; this 
setting produces a figure that corresponds to McClelland & Rumelhart, 1981). 

Setting Parameters 

To inspect and/or modify the parameter settings, go to the tab labelled Parameters. The name of 
each parameter is listed, together with its current value and a brief description of the parameter. To 
change the parameter value, click in the cell corresponding to the current value and type in a new 
value, then press Enter. To restore the default parameter set (“spatial2009.par”), click the 
corresponding button on the right.  The remaining buttons can be used to load a different parameter 
set or to save the current parameter set. 

Network Settings 

It is also possible to modify a number of settings that control how the network functions. In this 
release there are only a small number of settings that can be modified. Most of these are included to 
enable simulation of the original IA model. The first of these settings controls whether there is any 
letter position uncertainty. For example, if this box is unticked then the stimulus “clam” now 
activates only a single word node (CLAM), and in particular, does not activate the transposition 
neighbour CALM. Other settings control whether the model assumes position-independent letter 
codes and whether end-letter marking applied (see Davis, 2010, for further details). The Perfect 
Letter Coding  option causes letter nodes to be automatically clamped to a pattern of activity that 
codes the current input stimulus. This option can be useful when working with non-Roman alphabets 
(where the Rumelhart-Siple font is undefined).  The Selective Inhibition option modifies lateral 
inhibition so that word nodes only inhibit each other if they code orthographically similar words (see 
Davis, 1999; Loth & Davis, 2010). 

Loading a New Vocabulary 

The examples thus far have used the original IA vocabulary of 1,179 four-letter words. The 
simulations reported in Davis (2010) used a larger vocabulary of 30, 605 words (the same vocan used 
by the N-Watch program, Davis, 2005). To load this vocabulary, select Network | Load Vocabulary 
from the main menu, and open the file called “CELEX.lis”.  After the vocabulary has been loaded you 
should observe that the status bar now lists CELEX.lis as the network, and lists the network size as 
[26,30605] (i.e., 26 possible letters and 30,605 word nodes). 

 



Batch Mode for Running Multiple Stimuli 

A convenient way to run simulations is to have the model load set of input stimuli and then run each 
of these stimuli, reporting the same type of output in each case (e.g., identification or lexical 
decision latency).  This can be achieved by clicking on the tab labelled Run Multiple Items. 

 

Click on Browse to choose a file (the figure above shows the file “Andrews92.txt” that is included in 
the UnprimedLDT subfolder). Click on the Go! button to start the simulation. The grid will be filled 
with stimuli and the DVs requested. By default, the output fields are the identity of the word node 
that first exceeds the identification activity threshold (Chunked), the cycle on which this occurs (CL), 
the latency to make a lexical decision (LDT), and the lexical decision response  (“Yes”, “No”, or blank 
if no decision is made during the duration of the stimulus presentation). Other available fields are 
the summed lexical activity or maximum lexical activity at a user-specified time. When the 
simulation is finished (or when you choose to stop it) you can save the results to a file or copy the 
contents of the results grid to the clipboard. 

 

Running Masked Priming Simulations 

To simulate the results of a masked priming experiment, click on the tab labelled Stimulus Set , select 
a stimulus file, and click the Go! button. For example, browse to the “Stimulus” subfolder called 
“PsychReview”, and select the file named “Davis_Lupker_06_Exp1_LF_targets.txt”.  The form 



displays two grids: the top grid shows the stimuli that will be run through the model (one row per 
target stimulus, and separate columns for each prime condition), and the lower grid shows the 
output of the model for each trial (the cells in the output grid have a one-to-one relationship with 
the items in the stimulus grid). By default, this output corresponds to the correct LDT latency for that 
trial (unticking the LDT box will make the model report identification latencies instead). As the 
simulation runs the mean latencies for each prime condition are updated in the grid. When the 
simulation is finished (or when you choose to stop it) you can save the results to a file or copy the 
contents of the results grid to the clipboard. 

Comparing the Output of the Simulation with Human Data 

Once the simulation is finished, it’s possible to compare the output of the simulation with human 
data by clicking on the tab labelled Compare Results.  In order for this to work the simulator needs to 
be able to open a file with the same name as the stimulus file, but a different extension (i.e., “.dat”, 
e.g., “Davis_Lupker_06_Exp1_LF_targets.dat”). The .dat file specifies which conditions should be 
compared, and what the human data showed. The difference between the priming effects in the 
human and model data is shown in the final column of the grid, where a positive value indicates that 
that model is overestimating  the magnitude of the observed facilitatory effect, or underestimating 
the magnitude of the observed inhibitory effect 

 

More Advanced Topics 

Below is a list of topics which will be discussed as this manual is further developed: 

Enabling/Disabling Nodes. 

Using the Command Line 

Command Files 

Subroutines. 

 

Happy simulating! 

Colin Davis, June 2010 

 


